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7.1.1 Emittance, Jitter, and the Connection to Accelerator Alignment

Although both the beam-beam jitter and the single-beam emittance are related to alignment of the accel-
erator, the two problems are in practice quite different:

• The amount of transverse beam-beam jitter that can be tolerated before unacceptable luminosity
degradation occurs is on the order of the IP beam size, which in turn implies rms vertical motion
tolerances on the order of nanometers. The misalignment amplitude that generates luminosity

Chapter 7
Beam Dynamics and Performance Studies
7.1 Introduction
The NLC injectors produce trains of bunches with normalized emittances of 3 mm-mrad in the horizontal
and 0.02 mm-mrad in the vertical. Each bunch contains 0.75 x 1010 particles and has an rms length of 110
µm. The main linac and beam delivery regions must preserve these small emittances, and must collide
beams with transverse sizes of 245 nm by 2.7 nm, in order to achieve the NLC luminosity goals. The
main-linac and beam-delivery system designs must ensure that the dual goals of emittance preservation
and collision of ultra-small bunches are achievable.

While the horizontal and vertical beam sizes at the NLC IP are both quite small, the large aspect ratio
in both spot size and emittance (approximately 100:1) imply that the challenges in the vertical plane will be
1 to 2 orders of magnitude more difficult than those in the horizontal. In almost all regions of the accelera-
tor, the principal performance limitation is alignment. The typical beam-to-quad alignment tolerance through-
out the NLC is between 2 µm and 10 µm, and the typical quad jitter tolerance is from 1 nm to 10 nm. All
of these tolerances are tight by the standards of today’s accelerators. By contrast, the tolerance on
absolute quadrupole strength accuracy in the main linac is approximately 0.1%, which does not particu-
larly stress the state of the art. The NLC alignment tolerances can be achieved through the use of beam-
based diagnostics and corrections. The NLC design includes diagnostic and correction devices to meet
these tolerances with capabilities that are at most an incremental improvement upon existing hardware, as
shown in Table 7.1.

In addition to the devices listed in Table 7.1, the NLC will require a set of tuning algorithms that will
convert the measurements of the diagnostics into new settings of the correction elements. Here again, the
NLC will rely upon widely used and well-understood techniques in accelerator physics: quadrupole shunt-
ing, which has achieved beam-to-quad resolutions as small as 1 µm in the FFTB [8]; dispersion-free
steering (DFS), which enabled both SLC and LEP to achieve record luminosities [9,10]; and closed orbit
bumps for global emittance tuning, which have been used routinely in the SLAC linac for many years [11].
Because the NLC builds on the demonstrated success of existing colliders and test facilities, it is expected
that modest advances in a few areas of the technology are all that will be required to achieve the perfor-
mance goals.

In the remainder of this Introduction the issues of beam emittance, jitter, and accelerator alignment
are developed more fully, and the emittance preservation and beam-beam jitter problems are compared
and contrasted with one another. This is followed by a discussion of measurements of ground motion,
which is considered a principal driver of accelerator misalignments; a description of the techniques which
will be used to address the beam-beam jitter issue; and a detailed discussion of emittance preservation in
the main linac and the beam-delivery areas of the NLC.
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Table 7.1: Requirements for NLC diagnostic and correction devices, compared with achieved 
capabilities of existing equipment. 

 
ITEM SPECIFICATION ACHIEVED IMPROVEMENT 

NEEDED 

Quadrupole 
BPMs 

0.3 µm resolution 1 µm resolution (FFTB 
striplines) [1] 

0.025 µm resolution (FFTB 
cavities) [2] 

Factor of 3 

 

None 

Rf structure 
BPMs 

5.0 µm resolution 2 µm resolution (NLC structure 
prototypes DDS3 and RDDS1) 

[3] 

None 

Magnet 
Movers 

0.05 µm step size 0.3 µm step size (FFTB magnet 
movers) [4] 

Factor of 6 

Rf Girder 
Movers 

1 µm step size 0.3 µm step size (FFTB magnet 
movers) [4] 

None 

Laser Profile 
Monitor 

Measure 1 µm rms 
beam size 

Measure 1 µm rms beam size 
(SLC laser wire) [5] 

Measure 0.06 µm rms beam size 
(FFTB laser interferometer 

profile monitor) [6] 

None 

 

None 

Magnet/Girder 
Supports 

Add < ~3 nm 
vibration wrt tunnel 

floor 

Add ~2 nm vibration wrt tunnel 
floor (FFTB quadrupole 

supports) [7] 

None 

 

reduction through emittance dilution is larger than this by a factor of 1/σ∆E/E, typically a factor of
300. Thus, a level of motion that is detrimental to luminosity because the beams miss each other
is negligible for emittance dilution.

• Because the beams are only required to collide at a single point, in principle all sources of trans-
verse beam-beam jitter can be corrected by a single set of dipoles that steer the beams at the IP.
Emittance dilutions, on the other hand, need to be corrected close to their sources, which means
that a larger number of elements are involved in emittance correction. Ideally, every element in
the accelerator will be aligned with sufficient accuracy to eliminate emittance dilution completely.
In this limit, “emittance correction” is completely local, and essentially every element is involved.

• Collision jitter is fundamentally a dynamic process. If beam-line elements did not move in time,
the beams could be steered into collision once and would continue to collide forever. The emit-
tance dilution problem, by comparison, is almost static in nature. Once a trajectory that preserves
the emittance has been determined, it is only necessary to recover this trajectory on timescales of
minutes or even hours.

The principal similarity between the beam-beam jitter and the single-beam emittance problem is that
both problems appear, at first glance, to be intimidating. Both achieving a static alignment tolerance that is
measured in microns, and holding beam-line elements still at the level of nanometers, intuitively appear to
be daunting tasks. Neither of these jobs is as arduous as it at first appears.
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• The amount of natural ground motion at high frequencies (f >1 Hz, where f is frequency) is quite
small, leading to rms motions of approximately 2 nm. A measurement of the vibration of quadru-
poles in the Final Focus Test Beam (FFTB) showed that it is possible to construct magnets in
such a way that all additional sources of motion – flowing water, amplification of motion by the
support, etc. – can be reduced to 2 nm rms in this frequency range [7].

• Although the amount of natural motion at low frequencies (0.02 Hz < f < 1 Hz) can be 100 nm
rms or even larger, such motions tend to be highly correlated over long distances, and thus result
in the entire accelerator moving as a unit. This correlation reduces the impact of the ground
motion at the IP. Furthermore, motion in these frequencies is highly amenable to correction by
beam-based steering feedback, which is effective at frequencies that are low compared to the
beam repetition rate of 120 Hz.

• The amount of ground motion at low frequencies is insufficient to cause emittance dilution.
Diffusive motion, which operates at even longer timescales, can eventually cause emittance dilu-
tion but it is sufficiently slow that correction is straightforward.

• While the DC alignment tolerances of the NLC would be extremely challenging for conventional
survey methods, all subsystems in the accelerator have been designed to permit the use of beam-
based techniques to measure misalignments, and precision remotely controlled translation stages
to reposition misaligned magnets. Use of beam-based techniques allows a tremendous improve-
ment in the alignment precision over conventional survey methods. In the FFTB, for example, ab
initio alignment tolerances of 50 µm were achieved by mechanical survey, but beam-based
alignment achieved resolutions as small as 1 µm [1,8].

7.1.2 Sensitivity, Tolerance and Emittance Budgets

The effect of various accelerator imperfections on performance is often quoted as a sensitivity, which
indicates how severe an imperfection is required to generate a fixed degradation of the beam conditions.
For example, sensitivities for 2% luminosity loss or for 10% emittance dilution are commonly given. Since
the sensitivities are simply comparative, they do not, in and of themselves, tell the engineers what toler-
ances they must achieve on various parameters. The computation of tolerances from sensitivities requires
three additional pieces of information: a performance budget (permitted emittance dilution, permitted rms
jitter, etc.) for the accelerator, based on the desired end-to-end performance and a technical judgment of
which regions of the machine will tend to experience greater degradation; allocation of the regional budget
among the various effects that cause performance degradation; and an understanding of the arithmetic for
combining and scaling the degradations.

The emittance and jitter budgets for the 500-GeV cms NLC are given in Tables 7.2 and 7.3 below.
The technical considerations for allocating the emittance-dilution budget among components in each re-
gion will be discussed later in this chapter. Beam-beam jitter budgets are dominated by quadrupole vibra-
tions. This is because all other potential sources are negligible – for example, the amount of rf girder
vibration required to contribute to the beam-beam jitter at the IP is tens of microns.

The arithmetic rules for combining sources of beam-beam jitter and emittance dilution are as follows:

• Beam-beam jitter sources add in quadrature, and scale linearly with amplitude (i.e., a doubling of
the quad jitter amplitudes in the main linac will double the beam-beam jitter contribution from this
region).

• Emittance dilution sources add linearly, and scale quadratically with amplitude (i.e., a doubling of
the rms quad misalignment in the main linac will quadruple the emittance dilution from this
source).
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Table 7.3: NLC Jitter Budget for 500 GeV cms parameters. Total at IP is sum in quadrature of all 
preceding rows and luminosity loss is included in luminosity budgets. 

 
REGION X JITTER, SIGMAS Y JITTER, SIGMAS ENERGY JITTER 
From Damping Ring 0.1 0.1 0.1% 
From Injector 0.1 0.1 0.1% 
From Main Linac 0.1 0.3 0.2% 
From Beam Delivery 0.1 0.3 — 
From Final Doublet 0.1 0.25 — 
Total at IP 0.22 0.51 0.25% 
Luminosity Loss 1% 3% 2% 

 

Throughout the remainder of this chapter, emittance dilution sensitivities will be quoted for 40%
vertical emittance dilution in the main linac or 25% vertical emittance dilution in the beam delivery system
(i.e., the sensitivities are such that the given aberration uses up all of the dilution budget for the region of
interest). In the rare cases where a main linac tolerance is set by horizontal emittance dilution, 3% dilution
will be used to set the sensitivity.

Table 7.2: NLC Design Emittance budget for 500 GeV cms parameters. 
 

REGION γγγγεεεεX, mm-mrad γγγγεεεεY, mm-mrad 
From Damping Ring 3.0 0.02 
From Injector 0.2 0.002 
From Main Linac 0.1 0.008 
From Beam Delivery 0.3 0.005 
Total at IP 3.6 0.035 

 

7.2 Ground Motion
While many sources of accelerator component misalignment can be minimized or eliminated through
engineering, the natural ground motion of the NLC site is a potential source of misalignments that is not
itself amenable to direct engineering. Given the NLC beam-beam jitter tolerances, a thorough understand-
ing of the impacts of ground motion is essential to evaluating the feasibility of the collider as a whole, and
considerable effort has been invested in studies of this phenomenon. The NLC Zeroth Order Design
Report (ZDR) devoted an entire chapter to the subject. In this section, the most important characteristics
of this problem are summarized.

7.2.1 Power Spectrum of Ground Motion

Figure 7.1 shows a series of measurements of the power spectrum of ground motion, which have been
taken at various sites around the world [12,13]. Included in Figure 7.1 are measurements taken in the
SLAC tunnel at 2 AM during a period when the beam and rf structures were off but cooling water was
flowing normally, data taken in the LEP, HERA and UHK tunnels, and data taken in the Hiidenvesi cave
in Finland. All of the measurements indicate that the power density of natural ground motion is a strong
function of frequency, with a characteristic 1/f 4 dependence. Although high frequencies are potentially the
most deleterious from the point of view of beam-beam jitter, Fig. 7.1 shows that natural ground motion
contains very little power in frequencies above 1 Hz. Another common feature of all the spectra is a peak
at approximately 0.15 Hz. This is the motion of the continents under the influence of ocean waves.
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Figure 7.1: Power spectrum of ground motion, in units of µm2/Hz, from several
accelerator tunnels and a cave. The strong peak at 0.15 Hz in all spectra is from
ocean waves. The shoulder at 4 Hz in the HERA data is due to cultural noise,
vibration sources within the accelerator complex and from the surrounding urban
area. The general trend of ground motion power spectra is to follow a 1/f 4

power law.
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The measurements also reveal certain site-specific characteristics. For example, the HERA tunnel
measurements show a unique ‘bump’ in the region of 4 Hz and both the SLAC and the HERA measure-
ments contain ‘shoulders’ between 10 and 100 Hz which are not present in the other measurements.
These features are due to a combination of several phenomena: greater ‘cultural noise’ (noise from
automobiles, equipment, or other human activities) at the SLAC and HERA sites; relatively shallow
tunnels at these sites; and relatively poor geological conditions in the case of the HERA tunnel. The power
spectral density (PSD) at 10 Hz at HERA is 2 orders of magnitude greater than the equivalent PSD at
SLAC, which is itself about 2 orders of magnitude higher than the same PSD at LEP. The most important
lesson to be learned from the power spectral density measurements is that not all sites are equally viable
for the NLC. The NLC beam-beam jitter sensitivity favors a deep tunnel in relatively strong material at a
location with minimal cultural noise. Of course, these characteristics can be traded off against each other.
A shallow tunnel site at a relatively deserted location can have net noise characteristics comparable to a
deep tunnel in a populated area.

7.2.2 Integrated Motion of the Ground

The raw PSD of the ground motion at a proposed linear collider site is not an appropriate tool for fully
evaluating the site’s suitability, because it does not directly indicate how much elements move. A more
useful tool is the integrated motion, σ(f), which is related to the power spectral density P(f) as follows:

(7.1)( ) ( ) '' dffPf
f
�
∞

=σ
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As Equation (7.1) shows, σ(f) gives the rms motion of the ground caused by all frequencies above a given
‘cutoff,’ and thus this is the quantity to consider to estimate motion due to frequencies above 1 Hz.

Figure 7.2 shows the integrated motion of the SLAC site, based on the measurements in Figure 7.1.
The abrupt cutoff at the high-frequency end is an artifact of the measurement technique (samples were
taken at 128 Hz), and the slow rise at the low-frequency end is due to instrument noise. The measurement
included two sensors separated by 100 meters, and both the absolute motion and the relative motion of
one sensor with respect to the other are shown. Figure 7.2 shows that while the integrated motion over the
full range of the measurement is close to 100 nm, this motion is dominated by low-frequency noise
sources and the total motion above 1 Hz is only 2 nm. Furthermore, for frequencies below 1 Hz the
relative motion of the two sensors is much smaller than the total motion, while above 1 Hz the relative
motion is slightly larger than the absolute motion of either sensor by itself. This indicates that low-
frequency ground motion tends to be highly correlated over long distances, while high-frequency motion
tends to be uncorrelated. Figure 7.2 shows that 1 Hz is a natural boundary between highly correlated ‘low-
frequency’ and uncorrelated ‘high-frequency’ motion.

Figure 7.2: Integrated motion of the SLAC site, based on power spectral density
measurement in Figure 7.1. Both the absolute motion at a single sensor (solid)
and the difference in motions between two sensors separated by 100 m (dashed)
are shown.
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7.2.3 Diffusive Ground Motion

Ground motion at frequencies below 0.01 Hz is quite difficult to measure with conventional geophones
and seismometers. An assortment of measurements with long time bases, including several accelerator-
based measurements, have suggested that ground motion over time scales from hours to months can be
modeled by ‘space-time ground diffusion.’ As accelerator components undergo uncorrelated random
walks about their initial positions, the rms transverse misalignment of two accelerator components sepa-
rated by a longitudinal distance L after a time T can be modeled as:

(7.2)
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where A is a coefficient with units of µm2/m/second [14]. Equation (7.2) is often referred to as the ‘ATL
Law.’ ATL motion can be represented in the frequency domain by a power spectral density which is
proportional to 1/f 2, as opposed to the ground motion spectra in Fig. 7.1 which follow an approximate 1/
f 4 law. This implies a limit to the validity of this model at high frequencies, since at some frequency the
ATL law would require relative motion of two objects that is greater than their absolute motion.

The magnitude of the coefficient A is crucial in evaluating the impact of ATL motion on any collider.
This magnitude appears to be highly variable, with values as large as 2 x 10-4 and as small as 10-8 recorded
in different locations around the world. In general, the conditions which are favorable from the point of
view of wavelike ground motion – underground siting, quiet surface conditions, strong rock – also appear
to have a favorable impact on the magnitude of A. Recent measurements of the coefficient A at the SLAC
site have indicated a mean value of approximately 5 x 10-7 µm2/m/s [15]. This level is acceptable for the
NLC.

7.2.4 Systematic Ground Motion

In addition to the diffusive ground motion described above, large-scale structures such as houses or
accelerator tunnels also undergo a form of systematic ground motion. This is due to the uneven distribu-
tion of weight in the structures or to variation in the strength of the substrate material over the area of the
structure. Qualitatively, systematic ground motion tends to have a similar spatial frequency distribution to
diffusive ground motion. In simple terms, this means that a plot of accelerator misalignments from tunnel
settling looks a lot like misalignments from diffusive motion. The temporal behavior of systematic motion
is completely different, however. Points which begin to move down with respect to the average will
continue to move down in systematic motion, while in a diffusive regime points are as likely to change
direction as to continue in their original direction. Consequently, several measurements over a period of
time are needed to distinguish systematic and diffusive motion. It now appears that many measurements
of large A coefficients in ATL motion are due to the misinterpretation of systematic motion as diffusive. In
particular, early calculations using measurements of the SLAC linac tunnel overestimated A for this rea-
son.

7.3 Maintaining Collisions at the Nanometer Level
The principal obstacle to maintaining collisions of the NLC beams in the vertical plane will be the motion
of the many quadrupoles in the beam line. This motion will be driven by natural ground motion, vibrations
caused by accelerator equipment such as pumps and cooling water, and other human-generated cultural
noise. Other phenomena, such as the tendency of mechanical supports to amplify vibrations in some
frequency band, can also make the problem significantly more difficult.

In order to minimize the impact of magnet supports and accelerator equipment vibrations, it will be
necessary to subject every piece of hardware in the NLC complex to carefully developed engineering
criteria, in essence to establish a ‘vibration budget’ for the equipment similar to the ‘impedance budget’ of
modern-day storage rings. While achieving the NLC vibration goals will require appropriate planning and
design, the excellent performance of the quadrupoles described in [7] demonstrates that these goals are
feasible. In addition, the NLC will make extensive use of quadrupoles that use permanent magnet material
rather than electric windings to drive their fields. This will eliminate the need for cooling water in all such
magnets, and eliminate a potential source of magnet motion. Other sources of cultural noise, for example
the use of motor vehicles on site, will be addressed through appropriate selection of a site and a tunnel
depth. The LEP tunnel measurements in Fig. 7.1 show that even a tunnel in a suburban area can be made
relatively free of cultural noise sources.

Once the sources of motion amenable to engineering have been addressed, there remains an irreduc-
ible background due to the natural ground vibration described in the previous section. While the total
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power in this motion is considerable – up to 100 nm when frequencies from 0.01 Hz to 64 Hz are
considered – there are several factors that mitigate the severity of the effect. These are beam-based
steering feedback, the highly correlated nature of the low-frequency motion, and the lattice response to
long-wavelength correlated motions.

7.3.1 Beam-Based Steering Feedback

Beam-based steering feedback – which uses dipole correctors to maintain a desired orbit through a set of
beam-position monitors (BPM) automatically – has become commonplace in modern accelerators. The
SLC made intensive use of steering feedback throughout the injector, linac, collider arcs, and final-focus
regions. These feedback systems were indispensable in preserving luminosity performance in the face of a
wide variety of slow changes in the accelerator complex [16].

In a linear collider environment, the beam can only sample the accelerator condition at the beam
repetition rate, which is 120 Hz for the NLC. This implies that the Nyquist frequency for beam-based
feedback will be 60 Hz, and that no correction of accelerator distortions will be possible for frequencies
above this. More generally, the ability of the feedback to suppress slow drifts in the accelerator depends to
some extent on the design of the feedback algorithm and is always a strong function of the frequency
spectrum of the distortions. Figure 7.3 shows the suppression of steering effects achievable in an ideal
feedback with a 120 Hz sample rate under two different algorithm designs: an algorithm which exponen-
tially weights past samples, similar to the SLC design, and an algorithm which uses only the last two pulses
to anticipate the position of the next pulse, ignoring any previous pulses (technically known as a ‘second-
order deadbeat’ feedback). The latter algorithm achieves a stronger suppression of low-frequency noise
but produces more amplification at high frequency than the SLC-style design. The exact algorithm to be
used in the NLC will depend upon the noise characteristics of the site.

(beam with feedback)/(beam without)
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Figure 7.3: Feedback response functions for 2 different algorithms, both assum-
ing a 120-Hz sample rate.
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In addition to standard steering feedback throughout the NLC, there will be feedback at the IP that
uses the beam-beam deflection signal to determine the relative offset of the two beams. This feedback will
allow correction of the relative motion of the colliding beams at the nanometer level.

7.3.2 Lattice Response and Correlated Motion

The NLC can tolerate extremely large motions of the accelerator as long as those motions are highly
correlated over its length. An obvious example of this is that the NLC is nearly impervious to tidal motion,
even though the tides cause the accelerator to move a foot or more with respect to the center of the earth,
because the entire collider moves as a unit. The relative motion of components in the complex due to the
tidal stretching of the earth’s surface is quite small although the absolute motion is large.

The tolerance of colliding-beam facilities to long-wavelength motion is quantified in the lattice re-
sponse function, G(k), where k is the wave number of the motion. Given a spectrum of ground motion
characterized by wave number, P(k), the mean-squared motion of the beam at the IP is given by:

(7.3)

In the long-wavelength limit, it can be shown that G(k) falls extremely rapidly. Depending upon the
optics and layout of the accelerator, G will fall as 1/λ2 to 1/λ6 [17] where λ is the wavelength. At low
frequencies, the motion of the ground is highly wavelike and is characterized by long wavelengths and
strong correlations in the motions of distant points. Therefore, the low-frequency motion of the ground
will contribute little to the relative motion of the beams at the IP, even if the beam line is such that G obeys
the less favorable 1/λ2 scaling law.

7.3.3 Motion of the NLC Quadrupoles

When the influence of beam-based steering feedback, lattice response, and correlated motion are consid-
ered, it can be shown that quadrupole motion at frequencies below approximately 1 Hz will generally not
contribute significantly to beam-beam jitter at the IP. For most of the quadrupoles in the NLC, considered
as an ensemble, rms motion of 10 nm in the frequency range above 1 Hz will be acceptable. If the SLAC
integrated ground motion in Fig. 7.2 and the FFTB quadrupole supports described in [7] are used as a
basis, the NLC will have rms quadrupole motion of less than 4 nm in this frequency range. This indicates
that, for a reasonable choice of site and magnet support technology, it will be possible to provide stability
for most of the NLC quads in an entirely passive manner (i.e., without geophones and piezoelectric
movers on each quad). Note that, while the FFTB support is acceptable for almost all magnets in the
NLC, it does not represent a lower limit for support stability, and with a number of minor alterations, even
better performance can be achieved.

7.3.4 Motion of the NLC Final Doublet

The main exception to the conclusion of the previous section is the final focusing quadrupole doublet in
the NLC interaction region. The final doublet magnets are so strong that a 1-nm motion of one doublet
with respect to the other will result in approximately a 1-nm offset between the beams at the IP. This
implies that even the low level of natural ground motion measured at the SLAC site is too large for the
final doublet magnets. A further reduction of ground motion above 1 Hz, on the order of a factor of 2, is
required. In addition, the final doublet magnets are supported at least partially by the detector, since they
must be as close to the IP as possible. This implies that the doublets cannot be put on supports that are
strongly coupled to the ground, and the magnets may experience vibration from sources on the detector
itself. Measurements of the vibration spectrum on the SLD detector have shown a level of motion much
larger than that of the supporting ground in all frequencies.
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Because the final doublets contain a small number of elements in a reasonably compact space, it is
possible to contemplate solutions to the doublet motion problem that are too complex to be applied to a
larger number of elements. Several options for reducing the motion of the final doublet to an acceptable
level are presently being explored. Construction of the final doublet as a set of permanent magnets in a
Halbach configuration [18] would minimize the size and weight of the magnets, permit them to be made
extremely rigid, and would eliminate the need for power or cooling, both of which are problematic for a
vibration-sensitive magnet. Reducing the weight of the magnet will also increase its natural resonant
frequency, which is desirable because the power spectrum of natural ground motion falls so quickly at
high frequencies.

A lightweight and rigid set of magnets can be mounted on piezoelectric movers or other fast transla-
tion-stage technology which would allow constant position adjustment of the magnets at frequencies far
above the beam repetition rate. A number of other approaches to supporting the final doublet – most
notably soft springs, which attenuate high-frequency motion – are also under consideration. Two different
technologies for measuring the motion of the magnets with high resolution over a wide frequency band are
under consideration: an optical anchor, which uses laser interferometry to measure the positions of the
final doublet magnets with respect to a fixed point on the detector floor; and inertial sensors which can
measure the accelerations of the magnets directly. Both technologies would allow the additional vibrations
of the detector to be suppressed, and would allow one doublet to be held fixed in position with respect to
the other.

A steering feed forward loop, which measures the positions of all the doublet magnets and uses a set
of steering coils to steer the beams into collision, is also under consideration. This solution would permit
corrections at high frequency by measuring the magnets instead of the beams, and would permit a correc-
tion in the case of final doublets that are too heavy or too soft to be moved by piezoelectric stages (for
example, if superconducting doublet magnets are used).

7.3.5 IP Collision Feedback Within One Bunch Train

The measures described above are expected to limit luminosity loss from beam-beam jitter to a few
percent, which is acceptable. An additional measure, which can potentially provide further reduction, is a
feedback at the interaction point that operates within a single bunch train. An intratrain collision feedback
would use the beam-beam deflection to estimate the relative offset of the two bunch trains from the
measured deflections of the first few bunches. This information would then be used to program a high-
bandwidth kicker to steer subsequent bunches back into collision. Such a feedback has been studied for
the TESLA bunch train [19]. The NLC implementation for such a feedback is made more complicated by
the fact that both the bunch train and the intrabunch spacing are much shorter than in TESLA. As a result,
‘next-bunch’ correction based on the first bunch collision offset is not possible. By the time the deflection
of bunch 1 has been detected, bunch 10 is almost at the IP, and the correction can only be applied to
bunch 19. Nonetheless, a schematic design of the system using available components has been developed,
and the resulting feedback could potentially eliminate half the luminosity loss from beam-beam jitter [20].

7.4 Emittance Dilution in the Main Linac
As shown in Table 7.2, the normalized emittance dilution budget for the NLC main linac is 0.1 mm-mrad
in the horizontal and 0.008 mm-mrad in the vertical, corresponding to 3.3% of the horizontal emittance
from the damping ring and 40% of the vertical emittance from the damping ring. In this section the sources
of emittance dilution in the main linac, and their cures, will be discussed. In all cases the full 500 GeV per
beam NLC main linac is considered, although the tolerance numbers above are for 250 GeV per beam.
Consequently this section will somewhat overestimate the difficulty of constructing the Phase I facility (or
else build confidence in the feasibility of Phase II).
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7.4.1 Beam Breakup Instability (BBU)

The single most severe source of emittance dilution in a linear accelerator is the beam breakup instability
(BBU). BBU occurs when the beam undergoes a betatron oscillation through the linac. The dipole modes
of the rf structures cause the beam tail to receive transverse deflections that are in phase with the betatron
oscillation, and thus the amplitude of the tail oscillation grows exponentially down the linac. The BBU
instability can occur in a single bunch (as was observed in the SLC), or it can occur in a bunch train, in
which case the leading bunches drive strong transverse wakefields that deflect trailing bunch centroids (as
was observed in the early history of the SLAC linac). If not addressed, the wakefields in the NLC linac are
so strong that a betatron oscillation of a fraction of a sigma would cause enough single-bunch BBU to
eliminate all luminosity. The multibunch BBU would be even stronger, since each bunch experiences the
wake from all preceding bunches. Fortunately, BBU is quite amenable to well-understood correction
mechanisms.

The short-range BBU is corrected by introducing an energy spread between the head and the tail of a
single bunch, with the tail being lower in energy than the head. This causes the tail of the beam to
experience stronger focusing as it passes through the quads in the linac, which cancels the wakefield
deflection acting on the tail. This mechanism is known as BNS damping, after V. Balakin, A. Novokhatsky,
and V. Smirnov, who first proposed the solution [21]. The energy spread required is introduced by
accelerating the bunch behind the crest of the rf. Since the bandwidth of the final focus is usually smaller
than that of the linac, it is then necessary to remove the BNS damping energy spread by accelerating the
bunch in front of the rf crest for some distance at the end of the linac. The NLC linac is designed to
require a relatively low energy spread to achieve BNS damping. In the present optics, a maximum corre-
lated energy spread of 0.6% to 0.8% is sufficient to eliminate single-bunch emittance growth from a
betatron oscillation with an amplitude greater than the beam size.

One solution to the problem of long-range BBU is to reduce directly the amplitude of the long-range
wakefield through damping or detuning of the higher-order modes. ‘Detuning’ requires that each cell of
the rf structure have a slightly different dipole frequency, such that by the time the second bunch arrives in
the structure the wakefields from the different cells have decohered. Detuning permits a very rapid fall-off
in the strength of the long-range wakefield, but at some later time the wakefields will recohere and the
strength will rise once again. ‘Damping’ requires that the cells be engineered such that the exponential fall-
off time for the wakefields is reduced, effectively causing the dipole wakefield power to be dissipated
more rapidly in the structure. While damping permanently reduces the strength of the wakefields, it is very
difficult to achieve a structure design with sufficient damping to protect a given bunch in the NLC bunch
train from the wake of the previous bunch.

The presently accepted NLC design philosophy is to use both damping and detuning to eliminate the
long-range BBU instability. The detuning leads to a fast reduction in the wakefield, while moderate
damping of the dipole modes prevents recoherence. The principal drawbacks of combining damping and
detuning in a structure are that the structure is difficult to design due to its complexity, and difficult to build
because the detuning requires extremely precise control over the dipole frequency of each cell and also the
structure straightness. Nonetheless, several different variations on the ‘Damped Detuned Structure’ (DDS)
have been designed and built successfully, and their wakefields have been measured with beam in the
ASSET facility at SLAC. The agreement between predicted and measured wakefields, as shown in Fig.
7.4, is excellent, leading to confidence that the design methodology is correct. In addition, the last struc-
ture tested in this manner, RDDS1, achieved construction tolerances almost an order of magnitude better
than those required for NLC.
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While the combination of damping and detuning is expected to eliminate long-range BBU in the NLC
main linacs, an additional reduction can be obtained by extending the BNS damping concept to multibunches.
This would require introducing a bunch-to-bunch energy spread within a bunch train, and removing the
energy spread at the end of the linac, which can easily be done by under- and overcompensating the long-
range beam loading in the structures.

Figure 7.4: Predicted dipole wakefield (solid) and measured (points) for RDDS1,
a prototype damped and detuned rf structure tested in the ASSET facility at
SLAC. In a few nanoseconds the wakefield is reduced by almost 2 orders of
magnitude due to the detuning, while light damping prevents recoherence at a
later time.
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7.4.2 Other Sources of Emittance Dilution

While the BNS damping mechanism eliminates emittance dilution from coherent (betatron) oscillations of
the beam, the large energy spread will make the beam more sensitive to incoherent misalignments of the
quadrupole magnets. Similarly, incoherent rf-structure misalignments will lead to emittance dilution from
short-range dipole wakefields, and construction errors in the structures can introduce substantial multibunch
emittance dilution. Table 7.4 shows the sensitivity of the NLC linac to various errors. As discussed above,
the errors in Table 7.4 are the levels needed to consume the full main-linac emittance budget with each
error (i.e., an otherwise perfect linac with 2.5 µm rms beam-to-quad offsets would have 40% vertical
emittance growth; an otherwise perfect linac with 30 µm rms beam-to-structure offsets would have 40%
emittance growth, etc.). Table 7.4 shows that the most serious sources of emittance dilution are single-
bunch effects due to misaligned magnets and rf structures.

The alignment sensitivities in Table 7.4 are beyond what can be achieved by conventional survey
techniques. Fortunately, it is possible to use beam-based alignment algorithms to achieve the most chal-
lenging tolerances in the NLC main linac. Figure 7.5 shows the beam-line hardware associated with beam-
based alignment: remotely controlled translation stages for quadrupoles and rf girders, and high resolution
BPMs in the quads and the rf structures. The equipment and instrumentation builds on the successful
prototypes demonstrated at the FFTB [1,2,4] and in ASSET [3].
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Table 7.4: Single aberration sensitivities given the emittance dilution tolerances for the 
NLC main linac. Tolerances labeled as approximate (‘~’) have not been recently 
revisited. Note that SR horizontal emittance dilution is not a sensitivity but an 
unavoidable dilution due to bending magnets in main linac diagnostic regions. All 
misalignments are with respect to the beam, not the survey line. 

  
DILUTION SINGLE/ 

MULTIBUNCH 
X/Y 

LIMITING 
SENSITIVITY (RMS) 

Quadrupole misalignment Single Y 2.5 µm 
Rf Structure 
misalignment 

Single Y 70 µm 

Rf Structure pitch angle Single Y 90 µrad 
Quadrupole Rotation Single Y 650 µrad 
Quadrupole Strength Single X 0.22% 
Structure Straightness 
(bow) 

Multi Y ~100 µm 

Structure Straightness 
(random walk) 

Multi Y ~7 µm 

Structure Dipole 
Frequencies 

Multi Y ~ 6 MHz (0.04%) 

Synchrotron Radiation Single X 0.09 mm-mrad, 
uncorrectable 

 

Quadrupole Beam Position Monitors (Q-BPMs): The BPMs in the Final Focus Test Beam were
striplines, with a specification of 1 µm single-pulse resolution at a bunch charge of 1010. Figure 7.6 shows
the readout of a pair of BPMs separated by a few meters in the FFTB. The rms deviation from a straight
line indicates that the resolution specification was met. A high-resolution single-cell cavity BPM operating
at C-Band (5.712 GHz) was also tested in the FFTB. Figure 7.7 shows the fit residual when a pair of
BPMs was used to predict the reading on a third BPM immediately adjacent. The width of the Gaussian
indicates that a resolution of 25 nm was achieved at a bunch charge of 6 x 109. The resolution needed for
the NLC quadrupole BPMs is 0.3 µm, which is a factor of 3 better than achieved in the FFTB striplines
and a factor of 10 looser than achieved in the single-cavity BPMs.

Figure 7.5: Beam-based alignment hardware in the NLC main linac.

RF Structures, each with
2 BPMs (1 at each end)

5 µm x/y resolution

Remote-controlled Girder
translation stage, x/y Degrees of
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Freedom, 50 nm Step Size
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Figure 7.7: Resolution of a single-cavity rf BPM. Three BPMs were installed in
close proximity, and the readings of the upstream and downstream BPMs were
used to predict the reading of the center BPM. The histogram above is the
residual of that fit, which indicates a single-pulse resolution of the BPMs of 25
nm.
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Figure 7.6: Correlation of BPM readings in the FFTB. Two BPMs set close to
one another were read out on 100 consecutive pulses. The deviation from a
straight line indicates a pulse-to-pulse resolution of 1 µm.
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Figure 7.8: Comparison of rf structure relative cell positions measured by di-
pole-mode BPM (points) and Coordinate Measuring Machine (line). Dashed
lines show NLC rms structure alignment tolerance.

Rf-Structure Beam Position Monitors (S-BPMs): The position of the beam in the rf structure is
measured by detecting the amplitude and phase of the dipole wakefield signal (see Chapter 4 for a detailed
description of the rf structure design). Each cell in the structure has a unique dipole mode frequency; by
selecting the frequency that is measured, the beam position in a given cell can be determined. Figure 7.8
shows a comparison of the beam-to-structure offset measured in this manner (points) and the structure
deviation from straightness measured with a Coordinate Measuring Machine (line). The pulse-to-pulse
resolution of the structure BPM is 1-2 µm. When potential bowing or other deviations from straightness
are included, the BPM has an “effective” resolution of approximately 5 µm (i.e., when the upstream and
downstream S-BPMs read zero, the rms beam-to-structure offset is 5 µm).

Quadrupole and Rf Girder Translation Stages: Figure 7.9 shows a schematic of the FFTB magnet
mover, which permitted the FFTB quads to be moved horizontally or vertically during beam operations.
The FFTB mover’s single step was 0.3 µm. For the NLC, the extremely small vertical beam sizes imply
that the single step must be reduced to about 50 nm, a factor of six smaller than the FFTB mover. This can
be achieved by utilizing microstep control over the stepper motors. The step size of the girder mover is not
critical and can even be larger than 0.3 µm without deleterious effects.

7.4.3 Rf Girder Alignment

The rf structure BPM directly measures the dipole wakefield, which is the quantity which must be
minimized to preserve the emittance. Thus, when the S-BPM reads zero, the dipole wakefield is actually
close to zero – there is no DC offset in the S-BPM. Consequently, an adequate strategy for rf girder
alignment is to read out all of the BPMs on the girder (12 in all) and move the girder to zero the average
BPM reading and also the girder slope. With an effective resolution of 5 µm, the resulting emittance
dilution from girder alignment is approximately 3%.
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Figure 7.9: Schematic of the Final Focus Test Beam magnet mover. The mover
had horizontal, vertical, and roll degrees of freedom, and could move magnets
by 0.3 µm steps over a range of 3 mm in each degree of freedom.
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7.4.4 Quadrupole Alignment

Given the sensitivities shown in Table 7.4, it is clear that alignment of quadrupoles to the beam will
consume most of the main linac emittance budget. Quadrupole alignment is made more complicated in
general by the fact that the electrical center of the Q-BPMs cannot be fiducialized to the magnetic center
of the quadrupoles at the micron level. The mechanical alignment and fiducialization procedure probably
cannot achieve better accuracy than 100 µm rms, and cabling and electronics calibration can add additional
errors. Furthermore, the offset between the Q-BPM electrical center and the quadrupole magnetic center
cannot be assumed to be stable over time. Finally, any beam-based quadrupole alignment procedure must
take into account the fact that diffusive ground motion (ATL motion, see section 7.2.3) will cause the
quadrupoles to slowly change their positions.
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Given these issues, the procedure to be used to achieve and maintain adequate alignment of the beam
to the quadrupoles is summarized below and then each step is described in more detail. Note that it is
assumed that the rf girders can be moved into an aligned position during this procedure at any time
required.

• Determine the ‘Gold Orbit’ of the linac. This is the set of Q-BPM readings that corresponds to
high luminosity. In the absence of BPM-to-quad offsets, the gold orbit would simply be zero on
all BPMs. The procedure for determining the gold orbit can be invasive and incompatible with
colliding for luminosity.

• Move the quadrupole magnets until the gold orbit is achieved.

• Use a set of discrete steering feedback systems in the main linac to minimize the orbit drift as a
function of time. The steering feedback can operate quickly (at the level of 1 Hz or faster), and is
entirely compatible with colliding for luminosity.

• As diffusive ground motion moves the accelerator components, the luminosity will gradually
decline. This is because the misalignments between the feedback correctors will become suffi-
ciently large that the feedback can no longer maintain a reasonable approximation of the gold
orbit. At this time, recover the gold orbit by moving all of the magnets via their movers. It is
assumed that this procedure is compatible with colliding for luminosity, which implies that the
magnet mover step sizes are small and that no more than 1 step per linac pulse (at 120 Hz) is
taken.

• Over even longer time scales, the gold orbit will gradually cease to provide good luminosity. This
is because the electrical centers of the Q-BPMs, the magnetic centers of the quadrupoles, and
other parameters are subject to change over time. Once this has happened, return to step 1 and
determine a new gold orbit using invasive procedures.

Determine the Gold Orbit: This is the most crucial step in the algorithm as the quality of the gold
orbit will always determine the maximum luminosity performance of the collider. The best situation
imaginable is one in which all of the Q-BPMs are perfectly fiducialized ab initio to the centers of their
quadrupoles, and the fiducialization is perfectly stable with time. In this case, ‘gold’ is when all of the Q-
BPMs read zero.

Since this situation is not achievable in practice, the next best situation is one in which the BPM-to-
quad offsets can be measured by the beam. This is a measurement that is routinely performed at accelera-
tors all over the world. The focusing strength of each quadrupole is varied, and the resulting deflection of
the beam is measured on downstream BPMs. This allows determination of the beam-to-quad offset, and
the quad-to-BPM offset of the nearest BPM can then be deduced by subtraction. This technique is so
commonly applied under so many circumstances that when accelerator physicists discuss ‘beam-based
alignment,’ they almost invariably refer to the quad-varying technique. This procedure was performed in
the FFTB, and statistics-limited resolutions of 1 to 30 µm were repeatedly achieved. For the NLC main
linac, a resolution of 1 µm would be straightforward to achieve for each quad, if the technique were not
limited by systematic errors. If the quadrupole center position moves as the quad strength is varied, the
fitted beam-to-quad offset will not be accurate. The size of the resulting error is inversely proportional to
the fractional strength variation of the magnet [22].

Because the accurate determination of the BPM offsets will still provide the most local (hence most
stable) correction of the emittance, the quad-varying technique remains the method of choice for deter-
mining the gold orbit. However, the sensitivity to quad-center variation suggests that this technique may
not be adequate. This is especially true for adjustable quadrupoles energized by permanent magnets,
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where certain defects in the magnet construction can cause an offset of the magnetic center that cannot be
detected by changing the quad strength. An alternative technique for generating a gold orbit, which has
been used successfully at a wide variety of laboratories, is Dispersion Free Steering (DFS), in which the
dispersion is measured by varying the energy of the beam and measuring the change in the trajectory [23].
This technique is less local than varying a single quad at a time and measuring the resulting deflection, but
it directly measures the dispersion (which is the source of emittance dilution from misaligned quadrupoles)
and permits a direct correction of it. Furthermore, DFS relies only upon the BPM resolution to achieve an
acceptable trajectory, and the NLC BPMs will have a resolution that is much better than the knowledge of
the BPM-to-quad offset under almost any imaginable circumstances.

In linear accelerators, a potential source of systematic errors when varying the energy gain is that any
deflections due to rf structures (from structure tilts, unbalanced input couplers, etc.) will also vary and
affect the accuracy of the measurement. To avoid this, it is possible to change the energy of the beam
upstream of the first quad to be aligned while maintaining the energy gain in the region to be aligned. In
this way, any rf steering becomes a change in the incoming beam trajectory which can be either corrected
or fitted out. This technique has been studied in simulation for the 500 GeV per beam NLC main linac.
The emittance dilution after convergence is 20% for 0.3 µm BPM resolution, and 80% for 1.0 µm
resolution. The latter simulation assumes a poorer resolution than the BPM specification because experi-
ence with model-dependent tuning algorithms indicates that small errors in the knowledge of the beam-line
optics typically cause the effective BPM resolution to be somewhat worse than the actual, signal-to-noise
resolution figure would indicate.

Additional improvement to the emittance can be achieved by applying closed-orbit bumps over a
small region of the linac. These bumps generate dispersion at a particular phase and in a particular
location, which can cancel any existing dispersion at that phase and location. The SLC made excellent use
of such ‘emittance bumps,’ which were tuned by minimizing the beam size measured on a diagnostic
device (typically a wire scanner) while varying the bump amplitude. A simulation has been performed in
which a set of dispersion bumps was applied to the main linac after DFS convergence. The number of
bumps required is a function of the beam-line chromaticity and the energy spread. The combination of
these parameters determines how many lattice periods are required before irreversible phase mixing
(‘filamentation’) has occurred. Given the NLC parameters, the appropriate distance scale is approximately
100 quadrupoles, so a total of 14 bumps (2 phases/region and 7 regions) was used. In the case where 0.3-
mm BPM resolution was assumed for DFS, the final DFS + bumps emittance dilution is 5%, while in the
1.0-µm resolution case the final DFS + bumps emittance dilution is 25%. Note that the emittance bumps
can be applied to the main linac even in the case where quad shunting has been used to determine the gold
orbit, and thus the final emittance dilution can in principle be very small. The solution which uses DFS and
bumps depends primarily on the BPM resolution, and therefore constitutes the worst case for gold orbit
performance.

Main Linac Steering Feedback: Section 7.3 indicated that steering feedback which stabilizes the
NLC beam trajectory at frequencies up to ~1 Hz is essential to maintain luminosity. Since all of the
quadrupoles in the NLC main linac are mounted on translation stages, one can conceptually imagine that
every quad is available to participate in ‘steering feedback.’ It is not practical from either a mechanical
engineering or a machine protection standpoint to have heavy quadrupole magnets moving around at a
few hertz. Therefore the NLC main linac will use several discrete sets of fast, weak dipole correctors to
provide steering feedback at 5 to 10 locations within the beam line. Steering feedback played a crucial role
in the performance of the SLC over its lifetime, but in the last few years, several limitations to the
feedback operation were observed. Considerable beam time and simulation efforts have been invested in
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Figure 7.10: Emittance dilution (%) in the NLC main linacs due to diffusive
ground motion, assuming an ATL coefficient comparable to that measured at
SLAC. A case with no linac feedbacks (squares) and a case with the proposed
NLC steering feedback architecture (circles) are both considered.
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understanding those limitations and in finding appropriate remedies. The most significant discoveries were
[16,24]:

• The response speed of the steering magnets in the SLC is typically slower than was originally
assumed in the design of the feedback, and additional difficulties arose in systems where the
correctors had differing response speeds.

• Because a disturbance at the beginning of the linac will change the orbit in all of the feedback
regions, the SLC feedback systems communicated with one another to prevent multiple loops
from simultaneously trying to correct the same oscillation. In the presence of wakefields, the
simple 1-to-1 connectivity of the SLC feedback was not adequate. Therefore as the SLC bunch
charge was increased (and wakefields became more intense) the limitations in the system became
more significant. Subsequent tests with an improved communication between systems gave better
performance.

• The SLC linac had a suboptimal configuration of feedback loops, in terms of the relative spacing
and placement of BPMs and corrector magnets. A configuration in which a single feedback loop
has several sets of correctors and BPMs that occupy a more extended length of the linac has
shown much-improved performance.

The lessons above have been applied to the design of an NLC main linac feedback configuration [16].

The main linac feedback provides partial reduction of the emittance dilution arising from diffusive
ground motion. Figure 7.10 shows the emittance as a function of time at the end of the NLC main linac
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due to ATL motion, assuming a coefficient A of 5 x 10-7 µm2/m/s, both with and without steering feedback
in the main linac. Without feedback, the emittance dilution in the main linac would become unacceptable
within minutes, while the addition of steering feedback preserves the emittance for hours.

Steering the Main Linac with Quadrupole Movers: As Fig. 7.10 shows, the use of steering feed-
back only delays the time at which the emittance dilution in the main linac reaches unacceptable levels.
This is because, while the steering feedback can maintain the gold orbit at discrete locations, the orbit
between these locations drifts away and gradually dispersion and wakefields increase in these areas. It is
necessary to recover the gold orbit throughout the linac by periodically moving all of the quadrupoles on
their magnet movers. This is usually referred to as ‘mover steering.’

In theory, mover steering can be seen as a simple inversion of the matrix that relates quadrupole
positions to BPM readings. In practice there are other constraints which require additional refinements to
the algorithm. A mover steering algorithm that recovers a desired orbit, constrains the rms motion of the
quadrupoles in order to prevent their movers from running out of range, and does not introduce other
sources of emittance dilution has been designed for the NLC main linac [25]. This algorithm divides the
linac into shorter regions that are steered sequentially. Conservative estimates indicate that the algorithm
could steer every such region, from the injection end of the main linac to the extraction end, in about 30
minutes. In order to minimize emittance dilution, it is assumed that this algorithm will operate continuously
in the NLC linacs. After the last region at the end of the linac is steered to the gold orbit, the algorithm will
once again steer the first region at the start of the linac. The time-averaged emittance of the main linac will
be increased because the steering algorithm requires a finite time to execute, during which the feedback is
solely responsible for minimizing dilution from diffusive ground motion. There will also be some addi-
tional dilution because the beam-to-quad offsets will be different by an amount determined by the resolu-
tion of the Q-BPMs. Figure 7.10 suggests that the time-averaged luminosity loss from the slow completion
of mover steering will be on the order of 2%, while the Q-BPM resolution will introduce perhaps another
0.5% loss.

Determining a new Gold Orbit: With the passage of time, the emittance obtained by repeatedly
steering to the gold orbit will increase, as the BPM-to-quad offsets change. Once this has happened, it is
necessary to repeat the procedure that was used to determine the gold orbit in the first place. The length of
time between determinations of the gold orbit is difficult to estimate. Measurements of the BPM centers in
the FFTB stripline BPMs suggest that once a month will be adequate, and aggressive use of emittance
bumps can further extend the life of a gold orbit. It is unclear how frequently the gold orbit should be
reestablished for the NLC, but it will certainly depend on how long the procedure takes and how much
integrated luminosity is therefore lost. One of the benefits of the DFS technique is that it is extremely fast,
since the energy gain of the linac can be varied on a pulse-by-pulse basis. Assuming that the gold orbit
does not change dramatically from measurement to measurement, it is conceivable that use of DFS could
take less than one 8-hour shift for the entire linac.

7.4.5 Sources of Multibunch Emittance Dilution

Table 7.4 lists several sources of multibunch emittance dilution. These are effects in the main linac which
cause the various bunches in a given bunch train to follow different trajectories down the beam line.
Assuming that the damping and detuning are sufficiently robust to eliminate long-range BBU instabilities,
the rf structure defects which cause multibunch emittance will generate a set of bunch-by-bunch deflec-
tions which are nearly constant in time. As a result, the multibunch emittance dilution will be amenable to
a feedback that corrects bunch positions within a train. Such a feedback is simultaneously fast (i.e., its
BPMs and correctors have a bandwidth of several-hundred MHz) and slow (i.e., the system applies
nearly the same set of corrections to each train). The NLC linac design includes several subtrain feedback
systems that utilize high-bandwidth BPMs and stripline kickers similar in many ways to the high-band-
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Table 7.5: Tentative distribution of the NLC Main Linac emittance budget and resulting 
engineering tolerances. Dilutions are applied to the vertical plane except where indicated. Gold 
Orbit assumes DFS + bumps with 1.0-µm effective BPM resolution, and is converted to an 
‘effective quad misalignment’ by use of Table 7.4. Multibunch sources assume factor of 10 
suppression via subtrain feedback. Note that the tolerance on structure dipole frequencies is for 
the worst-case error mode (random cell-by-cell frequency errors which are reproduced in every 
structure), and all other distributions of frequency errors have considerably looser tolerances. 
 

EFFECT TOLERANCE RESULTING EMITTANCE 
DILUTION 

Gold Orbit (quad misalignments) 2.0 µm (effective) 25% 
Quad Strength Errors 
 

0.1% 0.7% (x) 
0.5% (y) 

Structure Misalignments 30 µm 7% 
Structure Tilts 30 µrad 4% 
Quadrupole Rotations 200 µrad 4% 
S-BPM Resolution 5 µm 3% 
Mover Steering Interval 30 minutes 2% 
Structure Straightness (bow) 50 µm 1% (inc. feedback) 
Structure Straightness (random 
walk) 

3.5 µm 1% (inc. feedback) 

Structure Dipole Frequencies 1 MHz 1% 
Synchrotron Radiation  3% (x) 
Total  3.7% (x) 

49%  (y) 
 
 

width transverse feedback of modern storage rings. Analytic estimates indicate that such a system can
reduce the emittance dilution from multibunch sources by roughly a factor of 10, limited by the system
bandwidth and the signal-to-noise performance of the BPMs [26].

7.4.6 Summary and Proposed Main Linac Tolerances

The most serious sources of emittance dilution in the NLC main linac are short- and long-range beam-
breakup instabilities, which must be cured through a combination of rf structure design, quadrupole lattice
design, and introduction of a correlated energy spread to permit damping of the short-range instability.
Once this is accomplished, other sources of emittance dilution can be addressed through a combination of
tuning, diagnostics, beam-based feedback, and good engineering practices. Table 7.5 shows a tentative
distribution of the main linac emittance budget amongst the various sources of dilution. Since the studies in
this section were performed with the 1 TeV cms configuration of the NLC, the lower-energy configurations,
which have fewer rf structures and thus less challenging beam dynamics, should be substantially better. In
addition, Table 7.5 assumes that DFS + bumps must be used for generation of a gold orbit, and that the
1.0 µm effective BPM resolution is achieved.

7.5 Emittance Dilution in the Final Focus
The beam dynamics in the final focus are extremely different from the beam dynamics in the main linac.
The number of quadrupoles and the rms beam energy spread are both quite small, so phase mixing in the
final focus is not a serious problem. This in turn implies that global correction knobs of various kinds will
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be more effective than in the linac. The final focus also contains horizontal bend magnets, so it is possible
to adjust the dispersion with normal or skew quads at high-dispersion points rather than by varying the
beam trajectory, as is done in the linac. On the other hand, the final focus contains many strong aberrations,
such as chromaticity, sextupoles, and skew quadrupole effects, which typically are delicately balanced
against one another. A related issue is that β∗

y  is so small compared to L* that small changes in the strength
of the normal quads can reduce the luminosity. The final focus, therefore, has looser tolerances on the
conditions that must be met before global corrections are applied than the main linac has, but the tolerances
on stability over time are much tighter than in the main linac.

The final focus of the NLC, like the main linac, is designed with powerful diagnostic capabilities and
robust correction devices. Every quad and sextupole is on a remotely controlled magnet mover, similar to
those in the main linac. Each quad is paired with a BPM with submicron resolution, and in some crucial
locations ultra-high resolution cavity BPMs with resolutions better than 100 nm are also used. Laser-
based beam-size monitors are installed at critical locations. All sextupoles, bends, and quads except for the
final doublet are iron-dominated electromagnets, with high-precision power supplies. In addition, the final
focus has two powerful diagnostics not available at other locations, the luminosity and the beam-beam
deflection, each of which will be measured on every pulse in order to provide signals for feedback
systems.

7.5.1 Principal Sources of Emittance Dilution

Several different types of emittance dilution are important in the final focus. Waist shifts arise from
strength errors in normal quadrupoles or horizontal misalignments of sextupoles. Dispersion is caused by
quadrupole misalignments, errors in quad strength within the dispersive regions, and misalignments of
sextupoles. x-y coupling can be due to rotated quads, the detector solenoid, or vertical misalignments of
sextupoles. Chromaticity is introduced by an imbalance between the final doublet strength and the chromatic
correction sextupole strength. Geometric sextupole aberrations come from an imbalance between the
matched pairs of sextupoles or construction errors in the quads. Horizontal beam-beam missteering can be
caused by a relative phase error in the two crab cavities and vertical beam-beam missteering from relative
motion of the quadrupoles. There are also various forms of relative timing errors between the two beamlines
and synchrotron radiation from bends and quads.

7.5.2 Correction of Static Errors

It is expected that static sources of emittance dilution will be addressed by a procedure similar to that used
to tune the FFTB [27,28]. First, the BPM-to-quad offsets will be measured by shunting the quadrupoles,
and this information will be used to mover-steer the final focus. Including systematic errors from the
shunting technique, a residual rms beam-to-quad misalignment of approximately 10 µm is expected. Next,
the sextupoles will be aligned by scanning the horizontal and vertical positions of each magnet and measuring
the resulting horizontal deflection. The deflection will be parabolic, with a minimum amplitude at the
aligned position. This technique is expected to have similar precision and accuracy to the quad alignment
achieved by shunting. Finally, the beams will be steered into collision and the remaining aberrations will be
corrected by maximizing the luminosity with a set of orthogonal tuning knobs. These knobs will be a
combination of conventional electromagnet strength knobs and sextupole mover knobs (in which the
sextupoles are moved horizontally or vertically to generate pure variations in waist, dispersion, or coupling
at the IP). It will also be necessary to iteratively tune the luminosity on both the absolute and relative
phases of the crab cavities.

7.5.3 Correction of Dynamic Errors

Most of the errors listed in section 7.5.1 are either static or have a sufficiently slow time constant as to be
effectively static. The errors that are likely to change on a time scale of seconds to minutes are the relative
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positions of the beams at the IP and the linear optics aberrations (waists, dispersions, coupling). These
aberrations are driven by misalignments of the quads, misalignments of the sextupoles, and strength
variations in the quads at the level of 10-5.

The stabilization of the relative positions of the beams at the IP was discussed in section 7.3. In brief,
the NLC will use beam-based feedback and active stabilization of the final doublets to achieve the desired
performance. In order for these to be effective, it is necessary to select a site with adequate geological and
vibration conditions, and to make a diligent effort to preserve these good conditions during operations.
The orbit through the sextupoles will be maintained by another beam-based feedback, in order to mini-
mize the linear aberrations which arise from misaligned sextupoles. In order to function properly, this
probably will require a BPM of some form to be mated to each sextupole, but the number of sextupoles is
so small that this should be straightforward.

The traditional method of correcting slow drifts in linear optics that are not amenable to a standard
feedback is to measure periodically the beam size as a function of the global correction knobs for waist
position, dispersion, and coupling. This was used at the FFTB, where a laser-interferometer beam size
monitor was installed at the IP [6], and at the SLC, where the slope of the beam-beam deflection (deflec-
tion versus beam-beam offset) was used [29]. More recently, the SLC developed a technique called
‘dither feedback.’ Rather than occasionally scanning the global knobs against the beam size, the global
knobs are constantly varied through a small range and set to optimize the luminosity [30]. Although the
SLC luminosity monitor signal-to-noise performance was poor, the signal was available at the full 120-Hz
machine rate, which permitted extensive averaging. It was found that the dither feedback was far better at
preserving luminosity than the periodic scanning technique. Consequently, such a system is planned for
NLC. It is expected that the dither feedback will probably reduce the luminosity by roughly 2% due to the
dithering process, but that this loss will be compensated by the stability it will provide.

The tuning and stabilization of the final-focus optics has not been simulated as extensively as the main
linac. In one simulation, the performance of the final-focus system under the influence of diffusive ground
motion was studied. If the only correction system present is a beam-beam deflection feedback, diffusive
ground motion causes a 10% luminosity reduction in under 10 minutes. This time can be increased to
more than one month if, in addition, the orbit through the sextupoles and final doublet is maintained by a
feedback, and the standard global correction knobs of waist, coupling, and dispersion are periodically
retuned. This simulation indicates that mover-steering the final-focus quads and sextupoles need only be
performed once per month or less.

7.6 Conclusions
The tolerances which the NLC must achieve are well beyond those required by present accelerators. The
most severe challenges are in the form of misalignments, from the nanometer-level disturbances of high-
frequency ground motion to the emittance dilutions arising from diffusive ground motion. The NLC must
also achieve acceptable performance starting from the ab initio condition of the beam lines, but static or
dynamic misalignments are by far the most serious performance issues.

The tight tolerances are being addressed through a wide variety of means. High-performance BPMs
and magnet movers are included throughout the NLC beam lines. High-bandwidth feedback techniques
from contemporary storage rings and active stabilization for a small number of magnets will be used. A
thorough understanding of the properties of ground motion is essential. In the NLC main linac, which has
been the subject of the greatest scrutiny, simulation studies and performance of prototypes indicate that
the emittance dilution budget will be achievable. The final-focus performance requirements are compa-
rable to those of the FFTB and the SLC final focus, which demonstrated most of the key techniques and
technologies required. The beam dynamics performance desired in the NLC main linac and final focus can
be attained with the diagnostics and tuning techniques described.
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